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Abstract
The increasing volume of high-resolution LiDAR data poses a signif-
icant I/O bottleneck in large-scale analysis and high-performance
computing pipelines due to costly intermediary data storage and
retrieval. We introduce a novel, end-to-end framework that ad-
dresses this issue by proposing the first unified RENO-based neural
autoencoder with a Point Transformer v3 (PTV3) segmentation
backbone. This integrated architecture directly feeds the high rank
feature tensors of the RENO decoder into the segmentation back-
bone, completely bypassing the need for costly intermediary file
storage and I/O operations. Evaluated on the German Outdoor and
Offroad (GOOSE) dataset, this approach enables direct semantic
analysis on compressed data. Our results demonstrate that this
method significantly reduces storage overhead, saving 29.9 GB per
13,076 point clouds and 2.7 GB per minute of LiDAR operation, all
while maintaining the accuracy of semantic segmentation. This uni-
fied framework represents a major step towards efficient, real-time
processing of large-scale point cloud datasets.
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1 Introduction
The fast growth of high-resolution LiDAR data creates a significant
I/O bottleneck in large-scale analysis and high-performance com-
puting (HPC). This is a critical issue for multi-step pipelines, where
point clouds are used sequentially and must be rewritten as files,
creating a significant I/O bottleneck.

This work introduces a novel, unified framework that eliminates
this costly redundant storage by directly integrating a RENO-based
neural autoencoder with a Point Transformer v3 (PTV3) segmenta-
tion backbone. We designed this end-to-end model to leverage the
high rank feature tensors of the RENO decoder as direct input for
the segmentation backbone, bypassing the need to write and read
point cloud files from the German Outdoor and Offroad dataset
(GOOSE).

This approach enables semantic analysis directly on compressed
data, significantly reducing I/O overhead and end-to-end process-
ing time while aiming to maintain segmentation accuracy. This is
crucial for real-time processing on autonomous vehicles, where
space is constrained and a fast response time is required.

2 Background
We used RENO, a neural network autoencoder, as the compressor
in this work due to its small size and ability to achieve real-time
compression/decompression [4].

Point Transformer V3 (PTV3) is used in this work for LiDAR
segmentation as it is fast and scalable [3] built on the modular
framework of Pointcept [1].

The German Outdoor and Offroad dataset (GOOSE) [2] was cho-
sen for this study due to being a new dataset with documentation
and organized labeled point clouds.

3 Methodology
Ourwork compared two distinct processing pipelines on theGOOSE
dataset. The baseline was a traditional, unmerged pipeline where
the RENO autoencoder and PTV3 operated sequentially, requiring
costly intermediary file I/O between the compression and segmen-
tation steps. In our novel merged pipeline, we eliminated this I/O
bottleneck by directly feeding the high rank feature tensors from
the RENO decoder to the PTV3 segmentation backbone.

This approach addresses a key challenge in merging these ar-
chitectures: RENO’s decoder outputs a rank 32 feature tensor to
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Figure 1: Comparison of Semantic Segmentation Accuracy:
The merged pipeline (Green) achieves comparable semantic
segmentation results to the unmerged, file-based pipeline
(Red), demonstrating I/O savings without a loss in accuracy.

represent each point, while the GOOSE dataset originally uses a
rank 4 tensor (x, y, z, and intensity). Our merged architecture down-
samples this high rank feature tensor to one dimension and directly
leverages it to bypass the need to save and reload the data in its
decompressed format. After decompression, we use a K-Nearest
Neighbors (KNN) algorithmwithin the dataloader to adjust labels to
the dimensions of the decompressed point clouds, ensuring proper
training of PTV3 without manual data regeneration.

The performance of both pipelines was measured using mean
Intersection over Union (mIoU) to confirm that our merged frame-
work maintains segmentation accuracy while providing substantial
I/O savings.

4 Results
Merging RENO and PTV3 reduces the required storage to handle
compression and segmentation of large point cloud datasets and
completely removes the need for intermediary files or processes,
which would take up space and processing time, without any cost
to the accuracy of semantic segmentation as seen in Fig 1.

Directly using decompressed feature tensors rather than writing
to intermediary files saves 29.9 GB for 13,076 point clouds. This
means with a 20 HZ LiDAR system, we save 2.7 GB every minute
the LiDAR is running.

Lossy compression of point clouds using RENO reduces the size
of the data from 29.9 GB to 1.2 GB, while keeping relevant features
for downstream tasks such as semantic segmentation.
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