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Introduction Implementation for GPU Performance on Realistic Application
Bayesian inference for inverse analysis Main component: Hamiltonian Monte Carlo (HMC) for mutation of s Weak scaling
= [nverse analysis aims at estimating unobservable model parameters from observable data, = Only the main component is offloaded to GPUSs. = Bayesian inference of fault slip with synthetic data was performed on multiple nodes of Miyabi.
and is ubiquitous in science and en.gine.ermg. o | = Repeat the following updates for each sample s; (i =1, ..., Ny): = Number of samples: N, = 1000, Ny =(Number of nodes) x960. MPS processes per GPU: 16.
" €.8., computed tomography, estimation of gravitation-wave source, earthquake fault slip s; + si+Cp,AT = A weak scaling efficiency of 92.3% was achieved when increasing from 1 to 1238 nodes.
= Bayesian inference is a versatile framework for inverse analysis, integrating data and prior Cpot(d — C's) AT (3)
information, and quantifying the uncertainty of the results. b b : 0.8

= (: diagonal matrix, G": dense matrix; the main computation is the matrix-vector product GG’s;. 00y 953%  953%  932%  937%  93.2% 92.3%

= A massively parallel computing is expected to accelerate the analysis. | 100.0%

= [N practice, Monte Carlo sampling is used to obtain the posterior distribution. Algorithm & Data structure for GPU
= Forward simulations for many (e.g., 100,000) samples lead to huge computational cost.
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= The number of HMC updates was originally sample dependent and caused load imbalance.
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= For GPU adaptation, it is unified for all samples. Process Sync.

= |ncreased total operational count, but suitable for GPU parallelization |
. B B I . ' 3 16 32 64 128 AMC
* Block variables S =[s;---sy,|, P = |p,---py.|,D = |d---d| are introduced Nodes
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Prior < Uncertéin’& and HMC for all samples is performed concurrently, making the computation dense.
Data + information quantified Increasing samples yields convergent distribution = CuBLAS optimized for Tensor Cores is used for the main computation, G'S. Comparison with original CPU implementation on Fugaku
: : T S : Original for CPU Modified for GPU = The same analysis as the 128 nodes case of Srocescor o4 peak performance
Massively palgaaltlael Bayesian eshmahgpiccif coseismic fau!t slip - Resampling Mutation Resampling Mutation Mivabi took 8.2 hours on 1024 nodes of o (TFLOPS/node)
e IB?yeS|an | 1o Fugaku with the original implementation. IF\/I'ValE' NF\/'DlAiéHArQF())(O 63740
nference | l o—>0
Oizléglfedebsgsslon m | © = Dynamic intra-node load balancing by MPS Hedd . Ujitsu . . |
£.1°N- . . D e AN - N RN reduced the synchronization cost. = This speedup is 2.1 times larger than the
thing Eastin 000 . .
B»B/@/ Nor , ' © Northing g Easting | = Fewer active processes utilize larger GPU ratio of their FP64 peak performances.
N < Fault plane - . © o>y resources during synchronization.
N = a N} ove determined by resampling Uniform Nyove for all samples otal computational cost (node x hour) Energy-to-solution (MJ)
. 141.3; o 14: | N e o e CPU-baced Algorithm 2: Original HMC for CPU Algorithm 3: Modified HMC for GPU Fugaku 2457 2 § 1/49 1 Fugaku 1224 1/5.39
€ state-of-the-art implementation[1] required 3.5 hours on 1024 nodes of the -base fori—1,....N. do forj=1,..., Ny do Mivabi 524 26 861 21/ Mivabi [ 230 k .
supercomputer Fugaku, unsuitable for GPUs due to many small, imbalanced computations. for j — 1 do for b — 1 N do LVIC Sune Oth
— Ly move Ty AT NC. er
= We designed a methodology that fully exploits high throughput of GPUs, reducing the for k — 1, ....N.do S+ S+ CPAT: 4
fime-to-solution to 39.4 minutes on 128 nodes of the GPU-based supercomputer Miyabi. s; — s, + Cp,AT ; P+ P+ (D —G8S)AT; conclusion
= 42.1-fold speedup per node, also energy-to-solution reduced to 18.8%. P Dt (d' — G's;) AT ; -
Tar et Problem - — | | = We developed a massively parallel Bayesian inference framework for GPU supercomputers,
g Utilization of Multi Process Service (MPS) and performed Bayesian estimation of coseismic fault slip.
: P = Desighed a kernel suited for GPU architectures with uniform and dense computations, and
Formulation of BayeSIa?dI?g?re(n)Ce = Small matrix size of G" and S, G": (200, 200), S: (200, 1000), underutilizes GPU resources. utilized MPS to fully exploit GPU resources.
Pold)= J P(d|s,0)P(s|8)d6 1) @: Parameter (Fault geometry) = MPS allows multiple CUDA kernels to run concurrently on a single GPU, enabling concurrent = Achieved 20.0% of FP64 Tensor Core peak performance on a single GPU and 92%
s: Latent variable (Slip distribution) execution of HMC for multiple 8 and increasing the GPU utilization. scalability from 1 to 128 nodes.
Pd| @)= /P(d | 5,0)P(s | O)ds (2)  |d: Data (Crustal deformation) ) = Compared to the state-of-the-art CPU implementation, attained a 42.1-fold speedup per
. . - ) ) node and reduced energy-to-solution to 18.8%.
Sampling algorithm Pel‘fOrmance on Mini APPllcathl‘l = This work Is expected to provide guidance for GPU porting of analyses involving many small

forward simulations, such as various Bayesian inference applications, ensemble data

= Sample from the posterior (1) using the likelihood (2) computed by Monte Carlo integration. assimilation, and particle-based optimization.

= Bayesian inference with the number of SMC iterations for @ fixed to 10, on 1 node of Miyabi

= Sequential Monte Carlo (SMC) is used for both 8 and s, with hierarchical parallelization. , |
(NVIDIA GH200 1 module), with various number of MPS processes.

= Quter loop: SMC for 8, Inner loop: SMC for s

Algotrlthgn 1: ?quenhilhl\/lorjte g,agc?b - Hierarchical parallelization = GPU performance is calculated by dividing the GPU operation count by the total elapsed time.
INPUT . Samples 1rom tne prior distripution , ,
’ . p X : T e G%J#l ----------- g GPHU#Z ------------ e GPUH#NDFOC = The maximum GPU performance with 16 MPS processes; 13.40 TFLOPS. This research was conducted using the Supermicro ARS-111GL-DNHR-LCC and FUJITSU Server PRIMERGY CX2550 M7
output: Samples from the posterior distribution g 1 . 9 p S (Mivabil at Joint Center for Ad 4 Hioh Pert - tine UCAHPC). Thi ’ rod by MEXT |
0: %\ %\ /\r\ = 20.0% of the peak performance (67 TFLOPS for FP64 Tensor Cores) Yabl)at JOINt ENLEr 101 AGVANCEC TSI FEMTOTMante LOmputing - 1S WOTIC Was SUPPOTLEE DY  2apan
v Y, as Program for Promoting Researches on the Supercomputer Fugaku™ (Large-scale numerical simulation of earthquakes by Fu-
while v < 1 do 3132 __________________________ 3132 __________________________ 31323N3 20.0% 15 CBU Performance gaku supercomputer, JPMXP1020230213). This work used computational resources of Fugaku provided by the RIKEN Center
Resampling according to likelihood:; . 2.0 16 .79% i ol , ’ for Computational Science (Project 1D: hp230203, hp240217, hp250230). This work was supported by JSPS KAKENHI, Japan
for each sample do Transition from prior to posterior in SMC 3 ' 16.0% = Peak pert. ratio Grant Numbers 23H00213, 25K21686. This work was supported by JST SPRING, Grant Number JPMJSP2108.
. : =0: Prior 2 1 10
t Mutation by MCMC (in parallel); Y ém : Elapsed time (hour)
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